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Figure 1: Overview of TEAL. During decod- I
JllLo

ing, TEAL thresholds low-magnitude activation
entries to zero, which obviates the need to move
the associated weight channels onto the registers,
thus enabling wall-clock speed-ups.
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Activation Value

Figure 2: Activation distributions of Llama-3-8B’s four hidden states at Blocks 8, 16, and 24. The
activations preceding the Attention and MLP blocks typically exhibit Gaussian-like shapes, while
intermediate states within these blocks exhibit Laplacian-like shapes. The best-fit Gaussian/Laplace
distributions are overlayed in blue.
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Table 1: Perplexity results. Results between Llama-3 and Llama-2/Mistral are not directly compa-
rable due to differing vocabulary sizes.

LLaMA-3 LLaMA-2 Mistral
Method / Model 8B 70B 7B 13B 70B 7B
Baseline (0%) 5.87 2.93 5.07 4.50 3.12 4.92
CATS 25% 6.78 3.64 5.52 4.99 3.42 5.87
TEAL 25% 3.94 3.02 5.09 4.51 3.13 5.01
CATS 40% 7.6 - 10 96.97 43.8 53.9 171 2.8-10°
TEAL 40% 6.21 3.52 5.22 4.60 3.25 5.13
TEAL 50% 6.67 4.30 5.43 4.76 3.50 5.31

TEAL 65% 9.06 6.29 6.62 5.50 4.28 6.23
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Table 2: Downstream task evaluation results. Reported results are averaged over six tasks. See
Appendix [A.2|for fine-grained results. We omit CATS 40% as it is degenerate.

LLaMA-3 LLaMA-2 Mistral

Method / Model 8B 70B 7B 13B 70B 7B

Baseline (0%) 68.07 80.41 56.50 62.01 72.65 66.96
CATS 25% 64.15 79.25 54.60 60.48 71.93 64.25
TEAL 25% 67.73 80.22 56.42 62.21 72.67 66.63
TEAL 40% 66.21 79.29 55.45 61.27 72.57 65.46
TEAL 50% 63.42 78.26 54.26 60.41 72.02 64.16
TEAL 65% 52.59 73.07 48.16 55.71 69.30 58.93
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Table 3: Single-batch end-to-end inference speed results, measured in tokens per second. We ex-
clude Mistral-7B and Llama-2-70B as they are architecturally similar to Llama-3-8B and 70B. We
utilize tensor parallelism for Llama-3-70B: TP2 for A100, and TP4 for A6000.

LLaMA-3 LLaMA-2
GPU Sparsity 8B 70B 7B 13B
A6000  Baseline  4532(1.00x)  1593(1.00x)  50.54(1.00x)  26.43 (1.00x)
0% 44.49 (0.98x)  15.57(0.98x)  50.06(0.99x)  26.25(0.99x)
25% 5538 (1.22x)  18.93(1.19x)  64.54(1.28%)  33.67 (1.27x)
40% 64.15 (1.42x)  20.86(1.31x)  77.30(L53x)  40.20(1.52x)
50% 73.94 (1.63x)  23.77(1.49x)  89.91(1.78x)  47.60 (1.80x)
A100  Baseline  100.79 (1.00x)  21.85(1.00x)  110.15(1.00x)  61.01 (1.00x)
0% 92.13 (0.91x)  20.32(0.93x)  100.97 (0.92x)  56.33 (0.92x)
25% 112.11 (1.11x)  25.18(1.15x)  126.14(1.15x)  70.66 (1.16x)
40% 126.24 (1.25x) 2878 (1.32x)  143.85(1.31x)  81.90 (1.34x)
50% 134.29 (1.33x)  29.99 (1.37x)  154.02 (1.40x)  88.38 (1.45x)
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Figure 4: Perplexity vs. sparsity for Llama-2-7B quantized to various bitwidths on WikiText. Left:
Performance over sparsity levels. Right: Performance normalized by bitwidth.
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