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Figure 1: The left side of the figure illustrates the LLM-Streamline workflow, which includes
layer pruning to remove consecutive layers and layer replacement where a lightweight network is
trained to replace the pruned layers. The right side of the figure presents the comparison results of
LLM-Streamline with the state-of-the-art (SOTA) pruning methods on 12 classification benchmarks
(details in Section 4.2) after pruning about 25% of the parameters on Llama2-7B. LLM-Streamline
achieves 11.2% higher relative accuracy than these methods, where the relative accuracy represents
the percentage of the original model’s accuracy retained by the pruning method.
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Figure 2: The cosine similarity between the input and output hidden states of each layer in OPT-1.3B,
OPT-2.7B, OPT-6.7B, and Llama2-7B.
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EhiiR i Llama2-7B, Llama2-13B

ELp S FRIANZY 25%
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Table 2: Accuracy of prun 100 cates that we refer to
the results in the original p s entage of the original
b - e
model’s performance retai I
— 90
-]
P s 11.2 —
LLM Metho Ratio 3 31 LU CMMLU Average EP

Dense 0.00% | 43.8 = 81.9 8 31.8 49.2  100.0

LLMPruner | 24.8% | 29.7 B 3 25.0 38.4 78.0

SliceGPT 254% | 315 &" 50 78.0 78.0 8 24.8 384 8.0

Llama2-7TB LaCo* 27.0% | 399 = . . 5 25.2 40.3 81.9

Ours (None) | 24.0% | 402 - 6 28.9 44.0 89.4

Ours (FFN) | 250% | 407 2 0 37 asls 931

Ours (Layer) | 24.0% | 433  — 5 20.4 452 919

Dense 0.00% | 475 = 8 387 57.0 100.0

LLMPruner | 24.4% | 29.5 70 2 24.9 38.6 67.7

SliceGPT 23.6% | 38.6 6 25.6 349 61.2

Llama2-13B LaCo* 246% | 449 9 326 51.3 90.0

Ours (None) | 24.6% | 47.0 8 384 54.5 95.6

Ours (FFN) | 254% | 45.8 T 38.6 532 933

Ours (Layer) | 24.6% | 45.7 1 39.2 531 032
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LLM-Pruner SlicelGFT LaCo LLM-Streamline

ICXLERKRE, 749 25% BEET, #3t Llama2-TB, E& 5 75FH Ours (FFN) 5] LUXE) 93.1% BY
retained performance, 1M LLM-Pruner 1 SliceGPT # 2% 78.0%, LaCo /7 81.9%; 7 Llama2-13B
, Ours (FFN) B retained performance /3 93.3%, RIS FEEXMNLLSZE, RAER, EFRELHNS
Z=2¥IINRERNmIERY, ZAENEEEFRIRE LN L LRI 3EEES]
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Table 4: Evaluations on generation benchmarks. “*” indicates that we refer to the results in the
original paper.

. Benchmarks
LLM Method Ratio Xsum GSMSK  StrategyQA Average RP
Dense 0.00% 19.4 16.5 60.2 32.0 100.0
LLMPruner | 24.8% 16.4 0.61 442 20.4 63.8
SliceGPT 25.4% 12.4 3.34 45.7 20.5 64.1
Llama2-7B LaCo* 27.1% 15.6 - - - -
Ours (None) | 24.0% 14.8 1.97 41.8 19.5 60.9
Ours (FFN) | 25.0% 18.6 2.16 46.5 224 70.0
Ours (Layer) | 24.0% 20.2 1.82 52.1 24.7 77.2
Dense 0.00% 23.7 29.0 58.1 36.9 100.0
LLMPruner | 24.4% 17.5 1.9 43.7 21.0 56.9
SliceGPT 23.6% 5.0 1.9 38.3 15.1 40.9
Llama2-13B LaCo* 24.6% 14.5 - - - -
Ours (None) | 24.6% 17.7 2.35 46.0 22.0 59.6
Ours (FFN) | 25.4% 214 4.10 59.6 28.4 77.0
Ours (Layer) | 24.6% | 21.8 4.70 573 27.9 75.6

LLM-Streamline fEERESS LRI T EMEIRTTIE, 1LY 25% F5% MMIOAIRELY T7% BYRIR
AIBES), 1B GSMBK FHFHIEES A+ E Y,
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Table 5: Comparison of different lightweight networks on classification benchmarks in terms of

average accuracy and stability metrics, where ““i” indicates that the intermediate size of the added
lightweight network is half that of the default LLM’s intermediate size.

| Layer-Random Layer-First Layer-Last Layer-Avg FFNT FFN SwiGLU" SwiGLU
Accuracy | 45.1 45.2 45.6 44 4 46.0 458 43.8 44.2
Stability | 81.2 82.7 81.9 9.2 80.7  83.7 82.6 83.3

EREBARNBHZSMRIRLGP, FFN S8R xE; BXH Transformer layer, N4E&E—=F
SERIVIB M A RN,
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Figure 3: Validation loss curves during training of (a) FFN and SwiGLU; (b) Transformer layer.

AERUEE, FFN # SwiGLU E81/11 epoch R FREER, HFEHAKLNTESE 10 1> epoch £HEE
EHARURSL, EHA FFN BI&AEMR. BRE,

GEILLIR T Transformer layer WAREVIGH A TN, FTLAEEI Layer-First BY loss &1, 15t BAAK 4z i
F—ESHBIVBEREN. SItER, Transformer layer BY loss ZI/GHRNERIE FiE, HEHER

BH—DllGREANET], ARFTEEZITERR,



Table 6: Comparison of layer replacement and LoRA on classification benchmarks in terms of average
accuracy metrics across all benchmarks, where “7” indicates that the intermediate size of the added
lightweight network is half that of the default LLM’s intermediate size.

| Layer-First Layer-Last Layer-Avg FFN' FFN SwiGLU!" SwiGLU | LoRA

Accuracy | 467 46.8 46.2 458 463 444 455 | 445
Stability | 857 85.6 83.9 834 852 847 847 | 82.1
GPU Memory (G) | 278 27.8 27.8 256 270 253 264 | 56.4

XK BERENREME FR: —RKEILIRH layer replacement, LB ARELE
SENBZERERZE, Z—LXEZEE N LoRA /i, 5RAILIEE], LoRA 7E accuracy. stability
MEEFE=FEEHF S,
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As shown in the Table 11, we evaluate the inference speed of various pruning methods at similar

pruning ratio when generating sequences of length 128. The results indicate that the acceleration
effect of LLM-Streamline is slightly inferior to that of SliceGPT and LLM-Pruner.

Table 11: The inference speed of models pruned using different methods.

Llama2-7B | Dense LLM-Pruner SliceGPT Ours(None) Ours(FFEN) Ours(Layer)
Pruning Ratio (%) 0.00 24.8 254 24.0 25.0 24.0
Inference Speed (tokens/s) | 19.87 2591 27.20 25.68 25.88 25.68

LLM-Streamline KX£Y 25.68-25.88 tokens/s, EtIR%G Llama2-7B Y 19.87 tokens/s 1R, {BEEKTF
SliceGPT BY 27.20 tokens/s #1 LLM-Pruner BY 25.91 tokens/s.



