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Fig. 2: The overview of Hadar, a fine-grained heterogeneity-aware scheduler for a GPU-based deep learning cluster.
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Fig. 7: An overview of Hadar Enhancement, HadarE.



Scheduling Copies of Training Jobs

Algorithm 1 Online Scheduling in Hadar.

Input: ¢} ,Vh € [H],r € [R]

1: Initialize: w7, (1) = 0, (t) = 0,kp(t) = kp(0), Vj €
[J],t € [T], h € [H]

2: while true do

3: Upon the arrival of each job, admit it to the queue @

4: In each round t:

50 Qs 1w (E) (1) )} =
DP_allocation(0,Q, ¢}, null, vy (t), k} (t))

6 for job 7 € [Q,] do

5 Run job j until round ¢+1 according to ({w7,(7)})
8 end for

9: If 7 is complete, remove it from ()

10: end while




Algorithm 2 DP_allocation(idz, @, sror, {w], ()}, vy (%),
k} (t),Yh,Vr)

[am—y

2 if (index >= Q.length())||is_Server_Full(srvr) then
return Q, {wg, ()}, srvr

end if

job = Qlidx]

{w_prevy, } < {w}, (1)}

{w_jobl, } = FIND_ALLOC(job, sror)

if {w_jobl,} = null then
return Q, {wj, (t)}. sror

end if

' (t) = p(t) +w_jobly,, ¥h,Vr

: kpe(t }{— Update k) (t) according to Eq. (5), Vh,Vr

. srvr® «— Update srur according to {w }():;)}h}

: {wj(t) }.appe nd(w_j@b;l):";fh: Vr

(@ {wg, (2)}, sror€) = DP_allocation((idx +

1), Q, srure, {wiy, (€) }, (1), kp°(¢)), Vh, ¥r

15: (Q, {u}h(f}} SrUT) = DP_aHm.ahrm((idﬂ: : 3
1), Q, sror, {'w_pwijh},w};(t) kp (1)), Vh,Vr

16: costo+ = D p D, kpt(t) wi(t)

17: ”}"tQU_F ZhZ kh[ } :.lf:,[t)

18: if costq < costg,; then

19: return Q, {wj, ({)}, srore

20: end if

21: return Q, {wip ()}, sror
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Scheduling Copies of Training Jobs
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procedure FIND ALLOC(job, srur):
sror  sort GPU type (desc. order of z}, Vh € H )
{allocspacereq } —allocs. within a consolidated setting.
{allocsipacred} < allocs. independent of consolida-
tion.

{costpacked} < D 1 2 .r kﬂ{t}w;h(t}: Yallocspacked

ey @ T r
{costipacked | — >on 2o kR (Wi (t)  +
comm. cost,Vallocsipacked
alloe — alloc. corresponding to

min({costpacked }, { cOStipacked})
pj = Uj( fis—aj) —min({costpacred }, {costipacked})
if y¢; > 0 then
return alloc
end if
return null



Scheduling Copies of Training Jobs
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Fig. 6: Comparative illustration of scheduling rounds under (a)

Hadar and (b) HadarkE.
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Aggregating and Consolidating Training Copies
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EVALUATION

SEIOIRIR : AWS WJIBEEEE: 1 1 16 GB 272M9 Tesla V100 GPU; 2 4 12 GB 27789 Tesla K80 GPU;
UKz 2 1~ 16 GB 2778y Tesla T4 GPU,

LU0 = SR ERE . Nvidia Titan RTX GPU (24 GB £7%) « Tesla T4 GPU (16 GB £7%) « Nvidia
T400 GPU (4 GB 27%) . GeForce RTX 3090 GPU (24 GB £7%) LU Nvidia RTX A2000

GPU (6 GB £7%) -

U EBR—KF— 1T R

TiEfaZF::

M-3 = (LT, 2 % MM) I'raining Job Model Dataset Size
Image - v
e . | ResNet-18 [23] CIFAR-10 [25] S
M-4 — (IC, LM, LT, MM) Classification (IC)
Language . o _ .
o LSTM [26] Wikitext-2 [27] L
M-5 = (IC,LM, LT, RS, MM) Modeling (LM)
Language = . Mult130K [30]
; Transformer [29 L
M-8 = (IC,LM, LT, RS, 4 x MM) Translation (LT) = (de-cn)
Recommendation . — . =
M-10 = (IC, LM, LT, RS, 6 x MM) System (RS) Recorder [34] ML-20M [35] XL
MiMa Weather Encoder-Decoder Mesonet [37] and M
M-12 = (IC,LM, LT, RS, 8 x MM) Predictions (MM) | Transformer [32] [33] [36] | WRF-HRRR [38]




EVALUATION

Table IV: Comparative inference quality values for models trained
under HadarE versus under Hadar

Training Job F&E':lﬂir:gﬂadmm E{:n .f?r“}}ﬂﬁm.) _—_—
Traloton 54.690 52410 | Acc
glll;i?ﬁcatinn 91.620 §7.340 ACC
Ejf;";‘]m s 38.700 40.300 MSE
Iiiﬁ;ff; 4310 4.460 MSE
Predictions (2] 0.025 0028 | MSE




EVALUATION
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Fig. 8: Comparison of cluster resource utilization among Gavel [10], Hadar [1], and HadarE for AWS and testbed clusters.
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Fig. 9: Comparison of TTD among Gavel [10], Hadar [1], and HadarE for AWS and testbed clusters.



EVALUATION
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Fig. 10: Comparison of JCT among Gavel [10], Hadar [1], and HadarE for AWS and testbed clusters.




EVALUATION
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Fig. 12: CRU results of various slot time spans on AWS and testbed clusters under Hadar.



