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Problem

o HIFH LT 1R FE 52 SR EBNIGEL WA H,

¢

o MNIMAEXNMIFIIREZSFEHBIREES B K, X5

CPU %I GPU #1 GPU Z| CPU RUfZ4IRER, MmfEIIZR1%ERER

2l

EEEN

A5 N8

=LinJii]



17501

Average Step Time (ms)

1500 4

1250 4

1000 A

-~
u
(=]

500 A

591.9

Existing solutions-GACT

Step Time Comparison

1611.2

1500.3

1404.8

1274
1181.4 1216
1127.3
1082.8
1031 995, 1002

1293

1607.9

1865.3 1870.6 _——
mmm BS32
o
R &
&
&
b,
@Q
B
S

Strategy Abbreviation

Meaning

L0 (Level0)

L1 (Level-1)

L1.1 (Level-1.1)
L1.2 (Level-1.2)
L2 (Level-2)

Swap
Swap-Prefeich
L4bit-swap
L8bit-swap
L4bit-swap-prefetch
LBbit-swap-prefeich

No compression
4-bil quantization
8-bil quantization
2-bil quantization
4-bit quantization with tensor size-based auto-adjustment
MNo compression + Swapping
No compression + Swapping + Prefetching
4-bit quantization + Swapping
8-bil quantization + Swapping
4-bit quantization + Swapping + Prefetching
8-bit quantization + Swapping + Prefeiching




Basic idea

Pipeline (Prefetch Level=n)

DI 30 ses ses Step #Y
[
L i wait till done
Stream 1 | Done *
A Stream Y % n
Stream 2 | Done i

Stream X | Done

Stream#(Y +n-1)%n | Done

if Stream#(Y+n-1)%n empty?
and
if Flag#(Y+n-1)%n Done?

——MNO then Wait———




Method
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CPU WorkFlow

Forward Backward
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Training Time (s)

Experiments

25 Steps Training Time Comparison (On A100 32G)

100 4 99.19
90.95 91.27 Batch 16 Avg (P2-10): 45.13s
86.89 87.88 84.52 84 45 84 43 84.41 84 5 Batch 32 Avg (P2-10): 85.08s
80 -
Fling
60 - 56.74
51.71 50.96
_______________________________ 46.7/NNN 46 95_____4236_____ ONMEN 4500 450NN 450N 450NN 44008

40 - 38.11

i I I

0

o Q &
N " -o <\ -<\ <\ -o -o -<\ -o <\ z:
W 7 & &N & & P & 2 & & N S
N < R R R Q R KQ Q R R &
v R <R <R <R R R <R <R R R Q
N e O O ") ") Ao} oy ) O X
S ™ > ™ » ™ ™ ™ ™ ™ 0
X AV, N AV \V/ AV, N N N N \/b‘
>




Experiments

New Syn-PipleLine vs Pipeline(A100) New Syn-PipleLine vs Pipeline(RTX3090) os New Syn-PipleLine vs Pipeline(L40)
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Fig. 14. Comparison Between the Improved Pipeline and the Original Pipeline

Fig. 13. Comparison Between the Improved Pipeline and the Original Pipeline on L40 (GPT-2)

Fig. 12. Performance Companson Between the Improved Pipeline and the on RTX 3090 (GPT-2)

Original Pipeline on A100 (GPT-2)
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