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Figure 10. Scheme of communication in case of (a) Global TopK
compression and (b) standard bucket-wise communication. Global
TopK has to collect entire model gradients in buckets before it
compresses and synchronizes them, whereas standard approach
allows to overlap compression and communication with backprop-
agation.
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Figure 2. Schema of L-GreCo integration.
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9: for c € C do

10:  DP[1][Errors[l][c]] = Costs[l][ |
11:  PD[1][Errors[l][c]] =

12: end for

13: // Dynamic programming algorithm

14: for Layer [; := 2..N do
15: fore; € Cdo 3 4 S5 6 T

16: for e; := Errors|l; D do o

17: t= DP[l, — 1][[3 ]Errors[i lfes]] + Costs[li[c:] = ( . MEBEAEESNUENIRE-HRIENrankizZE ]
18: if t < DP[l;][e;] then

19: DPl; / T X —

0 BDl) =« - | UETBEMRNE, B UARE FHBERD |

21: end if

22: end for

23:  end for

24: end for S O

25: errmin = argmin(DP[N]) - { %Ei%%zﬁﬁg Eﬁﬂ\ﬂg 95% ]

26: // Reconstruction of the optimal parameters
27: forl; = N..1do

28: esult l;‘ =PD E;‘ ETrTmin
29: :rrli :] errmi,[l i[ g:rori [Li][result|l;]] - { @ﬁﬂﬁgfé&ﬂyﬁﬁ\% rank{E ]
30: end for

31: return result
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QSGD * TopK - PowerSGD

ResNet18 / CIFAR-100 ResNet50 / ImageNet
Transformer-XL / WikiText-103 Transformer-LM / WikiText-103

BTA 438X RTX3090 ZTim: 4 6128, 88 4X RTX3090, T Rial&e 10 Gbps

Table 1. Timing overheads for L-GreCo in relation to the total
training time. Numbers in brackets represent error computation.

C(i\r/[né)t;eos;lon Transformer-XL ResNet50

PowerSGD 0.56%][0.49%] 0.15%][0.14%)]
QSGD 0.14%]|0.13%)] 0.04%0.03%]
TopK 0.38%][0.35%] 0.33%][0.30%)]

BHHER 0.56%, HAPENSHEIR SHAELH,
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Compression Parameter ResNet18 on CIFAR-100 ResNet50 on ImageNet
approach choice
Default | Accuracy Compression | Default | Accuracy Compression
param ratio param ratio
Baseline N/A - 76.60 £ 0.40 1.0 - 76.88 £0.16 1.0
uniform . 76.80 = 0.40 7.8 . 77.38 £ 0.10 7.7
LGD LGreco | O 6a6 o021 | 86Liox] | ‘P [T677 025 [ TT.0[141X]
TooK uniform 19 75.73 £ 0.46 48.1 L9 76.85 = 0.06 45.6
P L-Greco ’ 75.66 +0.35 | 182.0 [3.78x] ’ 77.04+0.27 | 122.0[2.67x]
uniform 76.36 £ 0.28 72.2 76.50 £ 0.37 66.5
PowerSGD —5reco 1 MK 4 =5 3037 [ 139[1.85x] 4 6332027 [ 962 [1.44x]
C;)mpression Compression | Tran;formerXL 0}1 WIKITEXT-103 TransformerLM on WIKITEXT-103
approach parameters
Default | Perplexity Compression | Default | Perplexity Compression
param ratio param ratio
Baseline N/A - 23.82 £0.10 1.0 - 29.34 £0.12 1.0
uniform : 23.82+0.1 7.8 . 29.39 £0.10 7.8
QSGD L-Greco Abit T T o009 [ 916k | ‘P [30.03E0.16 [ 99 [1.26x]
uniform 24.13+£0.14 4.9 29.29 £ 0.09 49
1opi L-Greco 0% oii9to013 [128261x]| % [29.08+0.20 | 256 [5.2x]
uniform 24.08 £0.12 14.0 29.98 £ 0.09 15.0
PowerSGD L-Greco | 32 1091015 (208 [L.48x]| %32 30192 0.00 [ 265 [1.76x]
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Figure 5. Throughput for ResNet50/ImageNet. Multi node, each node has 4 RTX3090 GPUs.
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60 . Table 4. Comparison of L-GreCo with other adaptive algorithms
—— Uniform 32 —— Accordion + L-GreCo w8 EER Uniform T " XL usine P SGD
50 —— Accordion [16:64] —— CGX-kmeans S N CGX, kmeans off LIansIormet USINg = OwWer . ; .
—— L-GreCo [8:64] £ mmm  Accordion Adaptive Param. ) Single Multi-
S © g | Wmm L-GreCo loorith R Ratio node node
g 40 360 8 mmm | -GreCo + Accordion algorithm ange Tokens/s Tokens/s
% £ Uniform 32 14.1 110k 72k
£ 30 239 g4 L-GreCo 8- 64 235 144k 150k
§ S Accordion 16, 64 239 114k 107k
20 Q
£2 kCGX’ 8-64 | 21.6 124k 112k
J e means
10 -
oot g 128 | 369 138k 176k
0 5 10 15 20 25 30 35 1 2 3 4 5 6 7 8 9
Num steps, x1000 Buckets
(a) Compression ratio over time. (b) Compression per layer group (bucket).
Figure 9. Adaptive compression using L—-GreCo versus other methods, for PowerSGD compression on Transformer-XL. The left plot L_ G re C o)

shows the dynamics of the compression ratio during training, marking the average compression ratio. The right plot presents the
transmitted number of elements per bucket averaged over time. Buckets are in communication order.
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