Learning Grouped Lattice
Vector Quantizers for
Low-Bit LLM Compression
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Algorithm 1 Pseudo code of GLVQ algorithm.

Require: Group weights W, € R™#* ™ calibration inputs X € E™*"  initial generation matrix E;{;ﬂ} €

R initial companding parameler ;LE.-":I
I: Gy ¢ E_E,"}._, Jhg % ;LS']
2: repeal
32 W, < F, (reshape(W, [d, £])) {apply companding; ¥ = m n,/d)
4. dig 4 muntﬂ:ﬂglﬁfg) { Babai lattice rounding |
5. Wy« l'ﬂ:-ihﬂpt!:_F“__gl (Ggdyg), [myg, ﬂ_,;]:] {inverse compand & reshape )
b: Ly HWQJ{ ﬁ‘TKHi | AHGQ EE.,"] ||i {reconstruction + regulanzer)
T Gg+ Gy —neVe, Ly {update generation matrix |
8 pg  pg — MV Ly {update companding paramelter |
9: until |E;[;.ﬂ ﬂ_gt_l}} / E;[;.t_l} < E [convergence check )
10: return ﬁg




Table 1: Perplexity () of competing methods on Wikitext2 and C4 for Llama 1 and 2. All results use
a context length of 2048 for Llama 1 and 4096 for Llama 2.

Method Bits Wikitext 2 C4

-7 1-13 1-30 165 27 2-13 270 1-7 1-13 1-30 1-65 2-7 2-13 2-70
Fplé 16 568 509 410 353 512 457 312 708 661 594 562 663 605 497
OmniQ) 2 155 132 871 7.58 249 133 139 108
QulP# 2 686 597 502 436 619 535 391 836 748 671 619 K16 720 571
QTIP 2 652 580 483 421 591 526 378 799 731 656 608 776 699 556
GLVQ-8D 2 628 564 457 401 5469 502 362 783 717 648 59 733 656 5125
GLVQ-32D 2 600 538 432 381 541 480 336 761 695 622 580 7.4 633 5.4




Table 2: Zero-shot accuracy (acc in LM Eval, not acc_norm) for Llama 2 models.

| 2-70 2-13 2-7

Method | Bits ArcC ArcE PIQA WINO | Bits ArcC  ArcE  PIQA  WINO | Bits ArcC  ArcE  PIQA  WINO
FP16 | 16 511 777 811 770 | 16 456 733 735 696 | 16 400 693 TS 673
OmniQ) 4 498 779 BOT 73R 4 431 702 T84 678 4 379 678 TI1  67.0
QulP 4 470 743 BO3 760 4 449 733 790 697 4 - - - -
AQLM 4 510 781 Bl4 769 4 439 722 T7R6 704 4 403 689 TIT 673
QulPi 4 506 781 Bl4 77 4 455 739 789 699 4 405 691 T84 676
QTIP 4 500 776 815 770 4 459 732 786 699 4 404 692 TS5 674
GLV(Q-8D | 4 512 780 8le 773 4 460 740 792 705 4 407 695 TE6 678
OmniQ) 3 476 757 ™I T3S 3 420 690 777 659 3 353 626 Ti6 636
QulP 3 463 732 BOOD 746 3 415 704 769 699 3 - - - -
AQLM 3 500 776 813 772 3 436 T35 778 616 3 387 678 Te6 684
QuiPi 3 509 777 Bl4 764 3 440 725 TR4 69 3 392 684 TI3 665
QTIP 3 498 775  BlZ 763 3 436 725 782 695 3 398 697 TR0 668
GLV(Q-8D | 3 508 780 Ble 771 3 465 742 793 710 3 409 698 TEE 679
OmniQ) 2 287 554 688 532 2 230 444 626 526 2 216 352 575 515
QulP 2 340 622 T4 675 2 235 452 620 528 2 194 260 36 518
AQLM 2 479 7.7 BO4 759 2 385 670 751 695 2 336 628 TI5 646
QulPi 2 487 773 BO3 759 2 35 693 773 617 2 M6 e TRl 649
QTIP 2 481 769 B0 76.5 2 W2 706 778 710 2 353 639 753 667
GLVQ-8D | 2 490 775 805 761 2 400 708 780 713 2 355 645 755 672




