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Method: DLP (Dynamic Layerwise Pruning)
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Method: DLP (Dynamic Layerwise Pruning)
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Algorithm 1 Pseudocode of DLP

1:
: Input: Deflation scale «v and sparsity rates p

: Qutput: The dynamic pruning sparsity @ of each layer
: Obtain the score AEJ- via Eq.(3)

: Obtain the unimportance score S' via Eq.(5)

: Obtain the importance score I' via Eq.(6)
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Input: Weight W and input X
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Obtain the final layerwise sparsity rates 12
Return R




Experiments

Table 4. Comparison of mean zero-shot accuracies (%) for pruned
LLaMAT and LLaMA2 models at 70% unstructured sparsity. The
best performance result is indicated in bold.

Table 3. Perplexity results on WikiText. We produce the Uniform,
OWL and DLP(Ours) with 70% unstructured sparsity on LLaMAL,
LLaMA2 models. The best performance result is indicated in bold.

Method Layerwise LLaMAl LLaMA2 Method Layerwise LLaMAl LLaMA2
Sparsity | 7B 13B 30B | 7B 13B Sparsity | 7B 13B 30B | 7B 13B

Dense - 568 5.09 4.10(547 4388 Dense - 64.33 66.78 69.72|64.42 67.04
Uniform [4.9e4 8.5e¢4 9.7¢2[5.0ed4 2.1e2 Uniform |34.80 37.09 35.06(35.65 36.23

Magnitude | OWL |2.0ed4 1.9e4 2.4e2|1.5e4 57.55 Magnitude| OWL |36.40 39.45 35.73|36.44 40.67
Ours [3.4e3 7.6e3 98.05/8.7¢3 52.41 Ours [38.21 40.11 42.03/40.84 44.02

Uniform |25.38 18.93 12.87(27.84 19.38 Uniform [45.32 48.34 55.87(44.72 47.99

SparseGPT| OWL [19.95 14.02 10.22|19.71 15.12 SparseGPT| OWL [47.84 50.78 56.82|48.02 51.70
Ours [17.76 12.63 9.43 |18.58 13.30 Ours  [48.32 53.06 57.8449.65 53.47

Uniform [86.38 56.26 17.54|76.84 45.76 Uniform [39.91 41.62 54.59(37.04 40.44

Wanda OWL (2446 16.23 10.77/30.58 20.65 Wanda OWL [46.32 49.59 55.93|43.55 48.11
Ours  [20.46 13.65 9.93 [22.79 16.19 Ours [48.62 52.03 56.83(46.25 51.11




Experiments

Table 5. End-to-end decoding latency and throughput of LLaMA?2-7B-chat-hf on DeepSparse inference engine using DLP.

Sparsity Dense 10% 20% 30% 40% 50% 60% 70% 80% 90%

Latency (ms) 353.42 352.40 338.37 323.49 273.43 200.17 164.31 124.76 100.30 96.86
Throughput (tokens/sec) 2.83 284 296 3.09 366 499 608 801 997 10.32
Speedup 1.0Ox 10x 1.Ix 1lIx 13x 1.8 22x 28x 35x 3.7x




Experiments

Table 7. WikiText validation perplexity of various LLMs pruned
by Ours with LoRA fine-tuning.

Model Method  Sparsity Perplexity
LLaMAI1-7B  Without FT 0.7 17.76
LLaMA1-7B With FT 0.7 12.15
LLaMA1-13B Without FT 0.7 12.63

LLaMAI1-13B  With FT 0.7 10.05




Experiments

Table 8. WikiText validation perplexity of various LLMs pruned
by Uniform and Ours using Wanda. The best performance result is

indicated in bold.

Model Method 60% 70%  80%

Uniform 23.50 122.96 687.11
LLaMA3-8B Ours 1921 9631 676.16

Uniform 21.84 118.18 1031.36
LLaMA3.1-8B ~ (' 18.58 8430 786.19
o - Uniform 12.89 60.60 1613.15
feund- Ours 11.49 28.79  345.10
. Uniform 1128 60.62 331.04
Mistral-7B Ours 991 29.83 199.19
0 7B Uniform 14.76 91.99 23136.98
wehs Ours 1438 54.13 1122.54




