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Implementation & Evaluation Setup

Table 2. Model specifications used in the evaluation.

£ of Exbed FFN # of # of

Name Lavers Dim Hidden  Attn. Attn.
y Dim Heads Groups

ViT 5B [12] 63 1792 15360 16 16
ViT 22B [12] 48 6144 24576 48 438
Llama3 8B [17] 32 4096 14336 32 ]
Qwen2 32B [51] 64 5120 27648 40 3
Qwen2 72B [51] 80 8192 29568 64 3
DiT 5B [35] 28 3584 10240 28 28
DiT 30B [35] 48 6144 24576 48 48

Original paper: Table 2, Table 3
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(a) Average end-to-end performance

Table 4. VLM-S end-to-end performance of FSDP, Megatron-LM
and DIP on 16 H20 GPUs.

FSDP [55] Megatron-LM [39] DIP

Iteration time (s) 40.270 39.053 28.606
Relative time 1.03 1.00 0.73

Original paper: Figure 8, Table 4
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(b) Dynamic workloads
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Ablation: &ML 85T T 1

Table 5. Quantitative impact of DIP’s optimizations.

N

—~ 22
ﬁ 20.- B EBest case Worst case 2L
Techniques Iter. Time (s) A% £
c
Vanilla Megatron-LM 26.13 0.0% % 16 -
+ Modality-aware partitioner (§4) 22.27 17.3% £
- : : , 4 8 12 16 20 24 28 32
+ Pipeline stage interleaving (§5.2) 18.81 38.9% image Encoder Sub-Microbatch Size
+ Pipeline segment reordering (§5.1) 17.61 48.3%
+ Pre-layer memory optimization (§5.3) 16.05 62.8% Figure 9. Impact of sub-microbatch sizes.
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- fID pipeline stage interleaving /5%l 18.81s, A RMITINFHERE,

» Figure 9 iR sub-microbatch RE#/ s : X/h=ik GPU FBAXRTEE, FRUABRERH.

Original paper: Table 5, Figure 9
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Planner Evaluation: EZAXGEBOIE
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Conclusion:

Table 6. Model combinations used in the large-scale simulation.

Name Model Setup DP TP PP #GPU
VLM-XL-8k ViT 22B + GPT 175B 128 8 8 8192
VLM-XL-16k ViT 22B + GPT 175B 128 8 16 16384
T2V-XL-3k Qwen2 72B + DiT 30B 96 8 4 3072
T2V-XL-6k Qwen2 72B + DiT 30B 96 8 8 6144

B Megatron-LM [0 nnScaler* W Optimus [0 DIP
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0:-:9;::"3
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Figure 14. Large scale simulations on H100 clusters.

Original paper: Figure 14, Table 6
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