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Existing methods and shortcomings

® THER:

o HRIWRIFTEF=MFATARX: &IEFHIT (Data Parallelism) . K=ZHIT (Tensor Parallelism)
Mk H1T (Pipeline Parallelism) . & Megatron-LM XHEMIARRS, EEXRIEMBIBE
ERE (U0 Transformer) &M, REZBDMFHAEX=ZMHTHX . MRFE— I HIER, FEHEIR
—FMEBEN, ZaREMENT o

o WRBRZN: WRMHERERISAENIYBK Transformer (LLWSIANTREREERIER MoE, HER
Wide-ResNet ARFFASIEERIMNELLAIEARERRZNEZN) , RENYRYIDRBISEENREFR
FENHESE -

o MWEREBEMRZNK: EBXETHIFBAEAGNGF: AEZING—PKREDN MoE HE, MR RE
Google BY TPU LBt L, MREBNES—EFNRB B (Partitioning axis) ; BUIRIRIRE
AWS B9 GPU &EBF L, HTWEFRERINET, MBMEMZIT—ELWHNRKELTER



Limitations of Existing Auto-parallel Systems

® 7t Alpa Zal, FARMBEAEZHAMEsKHIT (b3 Tofu. FlexFlow. DAPPLE %) , (B
EN&SRETHEZENEEL -

o NTURZEF/LR, XEAZMWTTENBERER . M@ IR TF "RIEHT NLsEZ—W
HMHREARITHN (BARMKEHR1T, BARMMKEFFTT) « XMZNSHENRETL AR
MEENR&MHE, BEEXRT KRERMEERREIIS .



o Alpa REMAREN "HIE/KE/RKE” HX, MERE T —TMREBRERNMUA, BT
BB AMITER:

o HFMAHIT (Intra-operator Parallelism): ¥E —1TMEEXNEF (LLIN M EFEFZE) ERKENLEE i
TU7 . HRE:. TEREXS, BERZEFEREIME. KRENEHEBEE (W0 All-Reduce)

o HFiEH1T (Inter-operator Parallelism): FYIDEF, MEBIRBMRENITREE “EENE™ 56
FEIWBNEE (Stages) , FEAMERARAENME BIRKEHT) . B2 MEZE@EEEZ
N (RESMRERPEER) , ERTEFEHIEAN, sFEREFFNTHETE (Bubble) o
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(a) Computational graph | ! l"l H '. Hi |

................................. . (b) Manual plan
(A8 )} R e Figure 1: Generation of parallelization plans for a computa-
L ]

-------------------------------- tional graph shown in (a). Different colors represent different
devices, dashed boxes represent pipeline stages. (b) creates
the plan manually. (c¢) and (d) automatically generate plans
using only one of intra- and inter-operator parallelisms. (e)
shows our approach that creates a hierarchical space to com-
bine intra- and inter-operator parallelisms.
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(c) The space of intra-operator
parallelism (e.g., Tofu [55])

..............................

(d) The space of inter-operator (e) Our hierarchical space
parallelism (e.g., DAPPLE [17])



HFHNHIT (Intra-operator Parallelism)
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Figure 3: Compiler passes and runtime architecture. A
sharded stage is a stage annotated with the sharding specs
generated by intra-op pass.



Table 2: Several cases of resharding. all-gather(x,i) means
an all-gather of x bytes along the i-th mesh axis. M is the size
of the tensor. (ng,n;) is the mesh shape.
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#  SrcSpec  DstSpec  Communication Cost = {Sa R}'
S ! e S (Sharded): RFEXMEEHIINT o
2 SR RR all gm‘her(M 0)
gl ) . NN TN B e A
= EE R el 0 o R(Replicated): REXMEERERYS, BERLEHIN.
4 S'R Rs® all-to- m’f{— 0)
5 s SR all-to-all (- 1)
o ATIBYIDHEEMN LER 2D REMRITEER, Alpa iF7E S L
T _EAR:
Table 3: Several parallel algorithms for a batched matmul o —un T
Cpij = YxAbikBpk j. The notation all-reduce(x,i) means o RR: —P_HREMEMA R+ LARTEEER.
an all-reduce of x bytes along the i-th mesh axis. M is the size ] o N X L
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Mapping Spec Specs Cost 14+
1 i—0j—1 RS'S' RSR RRS' 0
2 i—0k—1 RSR RS'S'.RS'R  all-reduce(*,1)
3 j—0k—1 RRS® RRS'.RS'SY a!!—reduce(;m. 1)
4 b—0,i—+1 S'S'R S'S'R SRR 0
5 b—0k—1 S°RR S°RS'.S'S'R  all-reduce(2,1)
6 i—{0,1} RS"R RS"R,RRR 0 min ) sT(c,+dy)+ Y, sTRuSu, (D
7  k—{0,1} RRR  RRS"' RSY'R  all-reduce(M,{0,1}) Y vev (vyu)EE




B8] 78317 (Inter-operator Parallelism)
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Figure 5: Illustration of the total latency of a pipeline, which
is determined by two parts: the total latency of all stages (] +
 + 13 +14) and the latency of the slowest stage (B—1) - 13).



Evaluation

o FEHMIXIFIE (Hardware Environment)

o EMMIE: 2R 84T H (Nodes) , 88 64 K GPU ,

o THREE: FHAMNE Amazon EC2 B9 p3.16xlarge 3£l . 1M T =E& 8 5K NVIDIA V100 (16
GB) GPU. 64 1 vCPU LUK 488 GB NF o

o WA (KER)
e TRA (B&E) : BaNls8NA 8 3K GPU @&xd NVLink ®&EEEX .

e jE (REFE) : 8 M TREWHEE—TEMNEAH (Placement group) P, BT R ZBEIHNME T
%iN 9 25 Gbps

Table 4: Models used in the end-to-end evaluation. LM =
language model. IC = image classification.

Model Task  Batch size #params (billion) Precision
GPT-3[10] LM 1024 0.35, 1.3, 2.6, 6.7, 15,39 FP16
GShard McoE [31] LM 1024 0.38, 1.3, 24,10, 27,70 FP16

Wide-ResNet [59] IC 1536 0.25,1.0,2.0,4.0,6.7, 13 FP32
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Figure 7: End-to-end evaluation results. “x” denotes out-of-memory. Black boxes represent linear scaling.
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Figure 8: Intra-operator parallelism ablation study. “x” denotes out-of-memory.

Black boxes represent linear scaling.



™ Equal operator 1m Equal layer m DP (ours)
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Figure 9: Inter-operator parallelism ablation study. Figure 11: Cross-mesh resharding on Wide-ResNet.



